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Abstract

In this current work, we generalize the recent Pathwise Optimization approach of Desai et

al. [11] to Multiple stopping problems. The approach also minimizes the dual bound as in

Desai et al. [11] to find the best approximation architecture for the Multiple stopping problem.

Though, we establish the convexity of the dual operator, in this setting as well, we cannot

directly take advantage of this property because of the computational issues that arise due to the

combinatorial nature of the problem. Hence, we deviate from the pure martingale dual approach

to marginal dual approach of Meinshausen and Hambly [19] and solve each such optimal stopping

problem in the framework of Desai et al. [11]. Though, this Pathwise Optimization approach as

generalized to the Multiple stopping problem is computationally intensive, we highlight that it

can produce superior dual and primal bounds in certain settings.
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1 Introduction

Multiple optimal stopping problems have received considerable attention in recent years. They

appear in the context of pricing swing options in electricity markets, e.g. Keppo [17], and exotic

options such as chooser caps, e.g. Meinshausen and Hambly [19] in the fixed income derivatives

markets. Standard approaches to solving these problems are based on dynamic programming but

the curse of dimensionality implies that only small problems can be solved exactly, e.g. Jaillet, Ronn

and Tompaidis [16]. As a result, considerable effort has been spent on obtaining good approximate

solutions to multiple optimal stopping problems. These approximate solution techniques have been

inspired by the earlier work on the pricing of American options.

In the case of American options, the cross-path regression approach of Longstaff and Schwartz [18]

and Tsitsiklis and Van Roy [24] has been fundamental. They used simple linear regressions to obtain

very good approximation to the value function. Moreover, the resulting approximate value function

could then be used to obtain a good feasible exercise policy. The value of this policy therefore

constituted a lower, i.e. primal, bound on the true value of the option. In order to determine

just how good such a policy was, Haugh and Kogan [15] and Rogers [21] independently developed

dual representations that could be used to generate upper, i.e. dual, bounds on the optimal value

function of the optimal stopping problem. If the primal and dual bounds were sufficiently close

to one another, then we could conclude that the sub-optimal exercise policy corresponding to the

lower bound was close to optimal. Since these dual representations were developed, there have

been other significant developments including, for example, Andersen and Broadie [2], Chen and

Glasserman [10] and Desai, Farias and Moallemi [11]

Meinshausen and Hambly [19] were the first to apply these duality ideas to multiple optimal stop-

ping problems by constructing a dual bound on the marginal value of the value function. That

is, they computed a dual bound on J∗n+1
0 − J∗n0 where J∗n0 is the optimal value function at time

t = 0 when there are a total of n exercise rights. A perceived weakness of their formulation is

that their dual representation requires an optimization over both martingales and stopping times.

In contrast, Schoenmakers [22] derived a pure martingale representation which only required an

optimization over martingales.

Chandramouli and Haugh [9] develop a unified framework to derive these representations based on

the information relaxation ideas of Brown et al. [7]. They use the ideal penalty structure of Brown et

al. to derive the pure martingale representation of Schoenmakers [22] and with the additional theory

on structural policies, they give a much simpler proof of the marginal representation of Meinshausen

and Hambly [19]. They establish numerically the superiority of the pure martingale bound over the

marginal dual bound and observe that the need of additional stopping time approximations in the

Meinshausen and Hambly [19] bound can reduce the quality of the bound. Theoretically speaking,

the question is still open about which of the two representations is superior in terms of producing

better quality upper bounds?

Very recently Bender [4] extended the marginal dual representation to account for volume con-

straints. Aleksandrov and Hambly [1] also extended the marginal approach to volume constraints

but they used a different solution approach to Bender and considered a more general payoff function

whereby the payoff for exercising the ith option in a given period was a decreasing function of i.

Other related work includes Bender [5] who extends these ideas to a continuous-time framework.
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From an implementation perspective, the work of Schoenmakers [22], Meinshausen and Hambly [19],

Bender [4] etc. all compute their value function approximations based on the generalization of the

cross-path regression approach of Longstaff and Schwartz [18]. We skip the further details of this

implementation here. The value function approximation typically obtained from this regression

policy is used to construct the dual penalty functions in the upper bounds discussed above. The dual

bound of Schoenmakers [22] is can be computed by solving the dual problem by backward induction.

For further details on the induction refer to Bender and Schoenmakers [6]. A generalization of

inner simulation procedure of Andersen and Broadie [2] might possibly produce tighter bounds as

in the case of a optimal stopping problem. But this advantage is offset by severse computational

requirements that might accompany with such an approach.

In the approach of Meinshausen and Hambly [19], a sequence of marginal dual bounds is computed,

each dual problem in the sequence solved as a dual of a single optimal stopping problem. This

approach further requires an adjustment to the penalties and approximation to the successive stop-

ping times (which are fixed in a sequential way) between marginal computations. These stopping

times are again obtained by a greedy policy based on the value function approximation. Refer to

Meinshausen and Hambly [19] for more details on the implementation.

Recently, Desai, Farias and Moallemi [11] develop a convex optimization approach to obtain primal

and dual bounds on the price of an American Option. Termed as the pathwise optimization proce-

dure, the approach is a dual based compared to the existing methods. In more detail, the pathwise

approach seeks to minimize the dual optimization problem directly and in the process finds the best

approximation architecture to the value function1. This approximation architecture is then used

to obtain the continuation value estimates and the corresponding basis function approximation for

the same.

In this current work, we generalize the approach of Desai et al. to obtain valid primal and dual

bounds on a multiple stopping problem. In the process, we highlight that the naive reformulation of

Schoenmakers [22] dual representation as a convex optimization problem suffers from combinatorial

issues which leads to computational difficulty. Hence, we work with the dual formulation of Mein-

shausen and Hambly [19] which breaks down the original problem into a sequence of sub problems

using the structural properties of the optimal stopping times associated with it. We reformulate

each of these sub problems as a pathwise optimization problem. For a reader familiar with the

above literature, the intuition of such a reformulation follows immediately as each sub problem of

Meinshausen and Hambly is a specific instance of the optimal stopping problem of Desai, Farias

and Moallemi [11].

The remainder of this paper is organized as follows. After a brief review of the applications of

Multiple stopping problems in Section 2, the mathematical description of the problem is discussed

in Section 3. Next, we discuss the pathwise approach in Section 4. We conclude the work with

related theory in Section 7 which establishes near optimal bounds produced by the current proce-

dure. Finally, we conclude in Section 6 by performing numerical experiments to compare this new

procedure with the existing techniques.

1Note: The methods of Longstaff and Schwartz [18] and the subsequent techniques approximate the continuation

values whereas the pathwise technique is based on an approximation of the value function
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2 Applications

• Swing Options (Electricity Markets): We trace it back to the work of Keppo [17] and

Jaillet [16] the study of Swing options in the context of Electricity Markets. Typical contract

that arise in this market is that the supplier delivers a fixed quantity of power for a fixed price

for the contracted time period. In addition to this, the demander has the right to purchase

additional quantity L (which is decided at the beginning of the contract ) times during the

time period. The demander would buy these extra amount at the strike price and not at the

electricity spot market price (which would reward him with (S(t)−K)+ if exercised at time

t when the spot market price is S(t) with a fixed strike price of K). This helps the demander

hedge against sudden needs for additional power. Demander would now choose the best L

time slots to exercise his right, which would maximize his profit and hence this boils down

as a multiple stopping problem. This is the context of study as well in the recent paper of

Meinshausen and Hambly [19], also with volume constraints in Bender [4] (which gives the

demander the right to exercise more than once in the same time slot) and with refractive

index in Bender [5] which constraints the time gap between successive exercise of rights.

• Chooser Caps (Fixed Income Markets): In similar spirit, traded are the Caplets/ Chooser

Caps in Fixed Income Markets which the owner used to hedge interest rate risks. In this set-

ting, say a chooser cap on LIBOR with L exercise rights, would give the owner the right to

exercise L times with a payoff of δ(Li −K)+ if exercised at time i. Here, Li is the LIBOR

at time i, K pre determined strike price and δ, a constant. The work of Meinshausen and

Hambly [19] and Schoenmakers et al. [3] explore the modeling and simulation of Chooser

Caps as a multiple stopping problem in greater detail.

• Storage Valuation (Gas Storage): Typical storage valuation problems, is to decide on

quantity of gas or other commodity to order now and storing as inventory versus ordering at

a later time period. Under reasonable modeling assumptions, the optimal storage valuation

problem can be treated as a multiple stopping problem [13]

• Portfolio Liquidation: We again refer to Hambly et al. [13] for a discussion on the optimal

liquidation problem as a multiple stopping problem. Further treatment and an numerical

example of optimal liquidation can be seen in Schoenmakers et al. [6]. The interesting variant

in liquidation problems is the price impact of a particular execution over the future executions

and has to be treated as a coupled stochastic control problem.

3 Formulation

We now consider multiple optimal stopping problems which are defined as follows. There are

T time periods and a probability space (Ω,F , P ) with an associated filtration, F := {Ft : t =

0, . . . , T}, where FT = F , T := {0, 1, ...T}. α is the discount factor.mj denotes the number of

remaining exercise rights at time j. We have a positive adapted reward process, gt, which satisfies∑T
t=1 E[|gt|] < ∞. This reward process may be exercised L ≤ T times subject to the constraint

that it may not be exercised more than once on any given date (This assumption can be relaxed

for our problem, about which we discuss later). For notational convenience below, we will define
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Ft := FT and gt := 0 for all t > T . For the same reason we will also suppress the dependence of all

stochastic processes on any state variables that may be driving the dynamics of the system. The

goal then is to maximize the expected reward by optimally choosing the L exercise times. We have

the following definition.

Definition 3.1 For 0 ≤ t ≤ T and each L, we define St(L) to be the set of F-stopping vectors

τt := {τ1, . . . , τL} such that t ≤ τ1 < τ2 < · · · < τL ≤ T .

For a given τt ∈ St(L) we define the value function associated with τt to be

V τt,L
t := Et

[
L∑
l=1

gτ l

]
. (1)

The multiple stopping problem at time t may then be formulated as finding τ∗t := {τ∗1, . . . , τ∗L} ∈
St(L) such that for 0 ≤ t ≤ T ,

J∗Lt := sup
τt∈St(L)

V τt,L
t = Et

[
L∑
l=1

gτ∗l

]
(2)

where Et[·] denotes an expectation conditional on Ft and the sup in (2) is understood as the essential

supremum. The process J∗Lt defined in (2) is known as the Snell envelope of g under L exercise

rights. It is the optimal time t value function when there are L exercise rights remaining.

We refer the readers to Carmona and Touzi [8] for a detailed formulation of the multiple stopping

problem as a dynamic programming problem. We know that the multiple optimal stopping problem

can be reduced to L nested single exercise optimal stopping problems. This is achieved by noting

that J∗0 = 0, that J∗1 is equal to the Snell envelope of g, and that for any l > 1, J∗l is the Snell

envelope of the generalized cash flow process gt + Et

[
J∗l−1
t+1

]
. Finally, we let J∗t denote the optimal

value function for the multiple stopping problem at time t with the understanding that J∗t = J∗lt if

there are l exercise opportunities remaining at that time.

Intuitively, the investor decides the first stopping time, τ1 of the stopping vector τt in the following

way: At a particular time i, the investor decides between the 2 possibilities, to take the cash flow

gi at time i and start a new stopping problem from time i + 1 with L − 1 contracts versus not

exercise his right and have a stopping problem with L exercise rights from time i+ 1. The investor

proceeds with this optimal decision at each time step.

With the transformation to generalized cash flows, we can essentially adapt the theory for single

optimal stopping as discussed in Neveu [20]. Caramona and Touzi [8] present a detailed study of

the same. We summarize below the optimal stopping times, starting from a time t

τ1 = inf
k≥t
{J (L)

k = gk + EkJ
(L−1)
k+1 }

τ2 = inf
k≥τ1
{J (L−1)

k = gk + EkJ
(L−2)
k+1 }

.

.

τL = inf
k≥τL−1

{J (1)
k = gk}

(3)

5



If any of the above sets are empty, then all the stopping times from that step and onwards can be

set to ∞. We can see from the description above that for the case of one exercise right, i.e. L = 1,

the analysis boils down to the classical single stopping or American option [20].

We now define the Doob martingale of the Snell envelope process. Let S denote the space of real-

valued measurable functions that are defined on the state space Rn. We now define an operator ∆

that maps S to the space of real-valued measurable functions on Rn × Rn × Rm according to

(∆Vt)(xt, xt−1, ut−1) := Vt(xt) − E [Vt(xt) |xt−1, ut−1] . (4)

Loosely speaking, ∆ is an operator on (approximate) value functions. Note in particular that

E0 [(∆Vt)(xt, xt−1, ut−1)] = 0 for all integrable Vt. Let D be the space of real-valued functions on

Rn × T such that if V ∈ D then Vt := V (·, t) is measurable and E0 [|Vt(xt)|] <∞ for all t ∈ T

Definition 3.2 Let M∗l be the Doob martingale of the Snell envelope for l exercise rights. That

is,

J∗lt = J∗l0 + M∗lt − A∗lt , t = 0, . . . , T (5)

where M∗l0 = A∗l0 = 0 and A∗l is predictable and non-decreasing for each l = 0, . . . , L.

Note also that since A∗l is predictable we can apply the ∆ operator of (4) to J∗l and obtain

∆J∗lt = M∗lt − M∗lt−1. (6)

We now consider an alternative approach due to Meinshausen and Hambly [19]. They focus on

characterizing the marginal value of having one additional exercise right. We therefore need the

following definition.

Definition 3.3 For every τ ∈ St(n) and 1 ≤ n ≤ L the marginal value is defined as

∆V τ,n
t := V τ,n

t − V τ,n−1
t . (7)

Note that the definition of ∆ operator in (7) is different to its definition in (4). We can distinguish

between the two definitions by noting that that argument of the ∆ operator in (7) must have a

superscript, n, denoting the number of exercise opportunities remaining. We use ∆J∗,nt to denote

the marginal value of the optimal value function so that, for example, ∆J∗,1t is simply the time t

value of the usual optimal stopping problem with just one exercise opportunity. This follows since

J∗00 = 0. The following result is intuitively obvious but nonetheless it requires some effort2 to prove

it.

Proposition 1 Let τ∗t = {τ∗1, . . . , τ∗n−1} ∈ St(n − 1) be an optimal policy at time t when there

are n− 1 exercise rights remaining. Then there exists an optimal policy, σ∗t ∈ St(n), for the time t

problem when there are n exercise rights remaining such that τ∗t ⊂ σ∗t .

2See Proposition 5.1 in Bender [4] which in turns uses Proposition 5.2 in Meinshausen and Hambly [19].
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3.1 Martingale Duality

Now that we have discussed the two different representations of the multiple stopping problem, in

this section, we derive the dual representations of these problems. Intuitively, the dual problems give

the decision maker additional information about the future process of the system and penalizes him

(with a negative reward) for having this additional information. Since, the additional information

can let the decision maker make better decision than the original setting, with a zero penalty the

decision maker earns a higher value in the new setting.

Brown et al. [7] establish a methodology for deriving good penalties for a general dynamic pro-

gramming problem. They show that there exists an ideal penalty for these decision problems and

when the decision maker is penalized accordingly, the value of both the primal and dual problems

are the same. In order that an ideal penalty is not available, any other feasible penalty3 would give

a upper bound on the original primal problem. For a reader, familiar with the work of Brown et

al. [7], we work here with the full information relaxation.

Hence, we work with these dual problems to derive efficient upper bounds on the multiple stopping

problem. Below, we give the representation of the Martingale dual problem which we later use in

our approach.

We define for each t ∈ T , the pure martingale duality upper bound operator, Ft : D 7→ S according

to,

(FtJ)(x) = Et

 max
t≤j1<...jL≤T

L∑
k=1

αk−tg(xjk)−
jL∑

p=t+1

αp−t
{
J

(mp)
p (xp)− Ep−1[J

(mp)
p (xp)]

} (8)

and the marginal martingale duality upper bound operator as,

(Ft∆V
τ,n
t )(x) = Et

 max
jn /∈{τ1,τ2....τn−1}

g(jn)−
jn∑

j=t+1

{V τ,mj

j − V τ,mj−1
j − Ej−1[V

τ,mj

j − V τ,mj−1
j ]}


(9)

The dual bound operator when operated on any feasible J , would return an upper bound value on

the corresponding value-to-go function and return the optimal value function when operated on J∗

(Verbatim for ∆V ). This is summarized in the following lemma:

Lemma 1 (Martingale Duality)

(Weak Duality) For any J ∈ P and all x ∈ S and t ∈ T , J∗t (x) ≤ FtJ(x) and in addition for

each n ∈ {1, 2, ...L} and τ ∈ St(L), ∆V ∗,nt (x) ≤ (Ft∆V
τ,n
t )(x)

(Strong Duality) For all x ∈ S and t ∈ T , J∗t (x) = FtJ
∗(x) and in addition for each n ∈

{1, 2, ...L}, ∆V ∗,nt (x) = (Ft∆V
∗,n
t )(x)

3Refer to Brown et al. [7] for a detailed discussion on feasible penalties and ideal penalty
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Proof: Refer to Chandramouli and Haugh [9]

The result when viewed as an optimization problem: for each t ∈ T and x ∈ S,

J∗t (x) = inf
J∈D

FtJ(x) (10)

and for each n,
∆V ∗,nt (x) = inf

∆V ∈D,τ∈St(n)
(Ft∆V

τ,n
t )(x) (11)

The optimization approach discussed next intends to find the best J ( ∆V ) by minimizing the RHS

of 10 (11).

4 Convex Optimization Approach

Following the approach of Desai et al. [11], we seek a parametric approximation for the value-

to-go function of the multiple stopping problem. A brief review of such approximation dynamic

programming (ADP) approaches can be found in Bertsekas [12] and Topagolu [23]. We wish to

highlight here that most of the recent pricing methods in literature starting from Longstaff and

Schwartz [18], Haugh and Kogan [15], Andersen and Broadie [2], Rogers [21] all use the approximate

dynamic programming framework. The optimal value function, we posit, as a set of linear basis

functions and try to find the best set of regression coefficients that would suit the approximation.

The performance of the approximation should improve with the number of chosen orthogonal basis

functions (as in the limit, these basis functions span the Hilbert Space that contains the original

optimal value function).

The idea to develop dual bounds and primal policies based on the optimization of the dual problem

stems from Desai et al. [11]. Unlike the aforementioned earlier papers which focus on the primal

problem, Desai et al. center their attention on the dual problem. The numerical experiments in

their work suggest that such an approach can obtain superior primal and dual bounds as compared

to the approach that uses the method of Longstaff and Schwartz (LS) [18] in conjunction with

Haugh and Kogan(HK). But the pathwise approach typically takes a lot of computational work

than LS and HK together. The extra work arrives in setting up and solving the LP reformulation

of the basis function approximation of the dual convex problem.

Observe that there is a trade off between the quality of bound and the computational time require-

ments. This is further supported by the dual bound obtained by Andersen and Broadie [2], which

is superior than both Desai et al. and Haugh and Kogan but needs much more computational time

than both these methods. This is because the approach of Andersen and Broadie [2] requires the

need of additional inner simulation paths at each exercise step.

The numerical experiments of Desai et al. compare the bounds of various methods for a fixed

set of basis functions. From the literature, we can see that, with a good choice of basis functions

the LS-HK procedure can produce much tighter bounds than indicated by Desai et al.. In the

absence of a theory for the right choice of basis functions, we believe pathwise procedure might

still be helpful in certain settings when fine tuning of basis functions becomes absolutely necessary.

Hence, in the spirit of Desai et al., we restrict the attention to the subspace spanned by the chosen

basis functions i.e. functions of the form
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(Φr(n))t(x) :=
K∑
i=1

r
(n)
i φi(x, t) ∀x ∈ S, t ∈ T (12)

where r(n) ∈ RK is the weight vector when n exercise rights are remaining. In the current approx-

imation architecture we represent the value function for each n by a linear combination of basis

functions. As an alternative, one can try approximations where basis functions can depend on n.

The general idea of basis function architecture is to obtain a low dimensional approximation to the

original value function. We wish to find a good architecture where in, instead of optimizing over

the entire function space, when we optimize only over this restricted space (by basis functions), we

are able to obtain reasonably good solutions.

Using the approximation in 12, we can rewrite the optimization problem 10 as,

inf
r
F0Φr(L)(x) (13)

where

(Ft(Φr
(L)))(x) = Et

 max
t≤j1....jL≤T

L∑
k=1

αk−tg(xjk)−
jL∑

p=t+1

αp−t∆(Φr(mp))p(xp, xp−1)

 (14)

This optimization problem is the general multiple stopping Pathwise Optimization (PO) problem.

Solving this optimization problem, provides an approximation architecture to the multiple stopping

problem. This architecture can then be used to construct a feasible primal policy. We denote the

solution to the optimization problem 13 by rPO := {r(1)
PO, .., r

(L)
PO}, where r

(n)
PO is the solution when

n exercise rights are left.

We make the following observation, en route to solving the problem:

Lemma 2 For every t ∈ T , x ∈ S, the function r 7→ FtΦr
(L)(x) is convex in r

Proof: Let us consider the term inside the expectation. The L stopping times can be chosen in
(
n
L

)
ways where (n = T − t). So, the inner term is a maximum of

(
n
L

)
functions of r. Each such function

is affine in r (sum of affine functions which is again affine). Now, maximum of affine functions is

convex and non negative linear combination of convex functions is convex. So, the convexity of the

upper bound operator follows.

Before prescribing an approach to solve the convex optimization problem in 13, we describe a

method to generate a lower bound policy (primal bound) once the approximation architecture is

available. The reason we describe this earlier will become clear in the coming sections where this

procedure would be used as a sub routine while solving the marginal dual problem.

4.1 Primal Bound (Lower) : Cross-Path Regression

We here describe a policy construction based on estimation of continuation values in similar spirit of

Longstaff and Schwartz [18]. Then, a greedy execution with respect to this policy can be evaluated
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to find the primal bounds. Once we have the solution to the convex optimization problem 13 (r
(n)
PO),

then construct the upper bound estimates on various continuation values, C∗,nt (.). By weak duality

for multiple stopping 1, we have,

C∗,nt (xt) ≤ Et

 max
t+1≤j1....jn≤T

n∑
k=1

g(xj1)−
n∑

p=t+2

∆(Φr
(mp)
PO )p(xp, xp−1)

 (15)

Define the point estimate for each sample path for each n by,

c
(i),n
t := max

t+1≤j1...jn≤T

n∑
k=1

g(xj1)−
n∑

p=t+2

{
(Φr

(mp)
PO )p(x

i
p)− Ep−1

[
(ΦrmPO)p(x

i
p)
]}

(16)

We immediately note that the continuation values for each sample path i can be recursively rep-

resented as a dynamic programming problem and hence solved via backward induction. Refer to

details in Algorithm 4.1 below. Hence, the computational requirements for finding a lower bound

policy is same as that of the Longstaff and Schwartz regression procedure.

The first step is to choose a set of basis functions ψ1(X) . . . ψm(X). These basis functions define

a linear architecture that will be used to approximate the continuation (Q-value) functions. In

particular, we will approximate Q
(k)
t (Xt) with

Q̃
(k)
t (Xt) = r

(k,1)
t ψ1(Xt) + · · ·+ r

(k,m)
t ψm(Xt) (17)

where Q
(k)
t (Xt) is the continuation value and r

(k)
t := (r

(k,1)
t . . . r

(k,m)
t ) is a vector of time t parameters

when the number of exercise tights left is k. These parameters are estimated by regression in the

following way. In total, NT regression computations are needed.

Now, a greedy policy, π, with respect to the regressed weights r
(n)
t is defined as follows: (This

policy hinges on the structure of the optimal stopping times discussed in section 3)

πn(Xt) =

{
Continue, if gt(Xt) < Q̃

(n)
t+1 − Q̃

(n−1)
t+1

Stop, otherwise

πn(.) is a greedy exercise policy defined for each n. Starting from n = L→ 1, an approximation to

the L optimal stopping times are found and hence the corresponding primal lower bound.
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Algorithm 1 (4.1) Policy for Lower Bound

1: for t = N − 1→ 1 do

2: if t = N − 1 then

3: c
(i),n
t = g(xiT ) ∀n = 1, 2, ...L

4: else

5: for n = 1→ L do

6: cexec = g(x
(i)
t+1) + c

(i),n−1
t+1 −

{
(Φr

(mp)
PO )t+2(x

(i)
t+2)− Et+1[(Φr

(mp)
PO )t+2(xit+2)]

}
ccont = c

(i),n
t+1 −

{
(Φr

(mp)
PO )t+2(x

(i)
t+2)− Et+1[(Φr

(mp)
PO )t+2(x

(i)
t+2)]

}
c

(i),n
t = max {cexec, ccont}

7: end for

8: end if

9: Compute the weight vectors r
(n)
t via the regression

10: r
(n)
t ∈ argmink

∑S
i=1(ψtr

(n)
t (x

(i)
t )− c(i),n

t )2

11: end for

12: Use the greedy algorithm of Section 4.1 to find the stopping times and the lower bound.

4.2 Solving the Convex Problem by Sampling

In order to solve the convex optimization problem by a stochastic gradient method we have to solve

a dynamic program at each step. This arises because of the combinatorial nature of the problem

which allows for only a fixed number of exercise rights over a discrete set.

One practical way is to reformulate as an LP and solve using any state-of-art LP solvers. To

implement the same, we observe that the expectation in the objective of the dual optimization

problem can be replaced by its sample average i.e.

(F̃t(Φr
(L)))(x) =

S∑
i=1

 max
t≤j1....jL≤T

L∑
k=1

αk−tg(x
(i)
jk

)−
jL∑

p=t+1

αp−t∆(Φr(mp))p(x
(i)
p , x

(i)
p−1)

 (18)

where S is the number of monte carlo paths chosen to approximation the expectation in the dual

problem. By the strong law of large numbers, the sample average (F̃t(Φr
(L)))(x)→ (Ft(Φr

(L)))(x)

as S →∞.

The expectations in the penalty terms are estimated by inner sampling in Desai et al. In this work,

we find a closed form expression to evaluate the same. Hence, we avoid inner sampling. Following

the ideas of Desai et. al, the sampling variant of the optimization problem 13 can be reformulated

as 4.2,

The number of constraints in LP 4.2 (
(
T
L

)
) increases exponentially with the number of exercise

rights L. Since, Desai et al. [11] formulate the pathwise LP for an American Option (L = 1), the

size of the LP is reasonable to handle. But in typical commodity trading problems, the size of the

swing is very large, say L = 50−100 [19, 4] hence 4.2 is impossible to solve on a PC to obtain good

bounds. Therefore, we try to exploit the structural properties of the multiple stopping problem

(see Section 3) to reduce it to a sequence of reasonable size LP’s. One immediate approach is to

set the marginal dual problems in the pathwise optimization framework. Such an approximation is

11



Algorithm 2 (4.2) LP approach to pathwise optimization

1: Function LP

2: minr,u
1
S

∑S
i=1 ui

3: subject to

4: ui +
∑jL

p=t+1 α
p−t
{

(Φr(mp))p(x
(i)
p )− Ep−1[(Φr(mp))p(x

(i)
p )
}

] ≥
∑L

k=1 α
jk−tg(x

(i)
jk

)

∀i, jL ∈ C
where C = {jL : t ≤ j1 < j2 < ....jL ≤ T}

5: end function

interesting, since each of the marginal dual problems is a optimal stopping problem, the pathwise

approach for which is described in Desai et al. [11]. Hence, we explore this approach more in this

section.

Now, on approximation by basis functions, the marginal dual bound operator (defined in Equation

9) takes the following form,

FtΦr
(n)(x) = Et

 max
jn /∈{τ1,τ2....τn−1}

g(jn)−
jn∑

j=t+1

∆(Φr(mj))p(xj , xj−1)

 (19)

The marginal dual optimization problem (11) for each n reduces to,

inf
r(n)

F0Φr(n)(x) (20)

With a slight abuse of notation, we use the same operator for pure dual as well as the marginal op-

timization problem. Henceforth, the discussion is restricted to the marginal optimization problem.

Lemma 3 For every t ∈ T , x ∈ S, n ∈ 1, 2...L, the function r 7→ FtΦr
(n)(x) is convex in r

Proof: Each marginal pathwise optimization problem is a optimal stopping problem. Hence, con-

vexity of the marginal dual operator follows for the same reasons as in Desai et al. [11].

We have already noted in section 3, in the approach of Meinshausen and Hambly [19] the optimal

structure of stopping times can be exploited to obtain the marginal dual problems. The value

functions of these marginal problems can be summed up to obtain the upper bound on the option

price (see Meinshausen and Hambly). As already noted, the marginal approach also requires an

approximation to the optimal stopping times in addition to the value function approximation. In

order to solve the nth marginal dual problem, we need the approximation of earlier (n− 1) optimal

stopping times as discussed in section 3.

Since, Meinshausen and Hambly [19] is a primal based approach, the value function approxima-

tions are already computed before solving the marginal dual problems. Hence, the necessary stop-

ping times can be computed using a greedy policy based on these value function approximations.

Whereas, our algorithm is a dual based technique, hence, we follow the steps discussed next to

obtain the stopping time approximations.

12



Solving the (n − 1)th marginal dual value problem outputs the optimal values of the variables,

r
(n−1)
PO . A control policy when n − 1 exercise rights are remaining can be constructed using the

approximation of continuation value discussed in previous section 4.1. This is a cross path regression

approach similar in spirit to the Longstaff and Schwartz [18]. More specifically, we run the (n −
1)th iteration of the loop discussed in section 4.1. As it is clear from the discussion there, the

(n − 1)th iteration (which produces the value function approximations when n − 1 exercise rights

are remaining) depends only on the continuation values for marginal problems k = 1, 2...(n − 2)

which are available by now. Once, this control policy is generated, we use a greedy policy to just

fix the (n − 1)th approximate stopping time. Then, continue solving the nth marginal pathwise

optimization problem.

Since, after solving the kth dual marginal problem we are computing an approximation architec-

ture with k exercise rights remaining. when we are complete solving all the marginal pathwise

optimization problems, we have the complete architecture (r(n) for n ∈ {1, 2..L}). Also, since we

are running the regression procedure of section 4.1 at the end of each marginal problem we have a

control policy at the end of the procedure. This policy can be then used to obtain a lower bound

by generating a new set of sample paths.

In short, we use the pathwise optimization approach of Desai et al. [11] in conjunction with the

marginal dual value approach of Meinshausen and Hambly [19] and solve a sequence of LP’s to

obtain the upper bounds on the corresponding marginal dual value.

We summarize the complete algorithm next, (see 4.2)

Algorithm 3 Modified LP approach to pathwise optimization

1: for n = 1→ L do

2: Solve LP (n)

3: Run StopTime (n) (%Finds the approximation to the nth stopping time)

4: end for

Function LP(n)

5: minr,u
1
S

∑S
i=1 ui

6: subject to

7: ui +
∑jn

j=t+1((Φr∗,(mj))j − (Φr∗,(mj−1))j − Ej−1[(Φr∗(mj))j − (Φr∗(mj−1))j ]) ≥ αjn−tg(xjn)

8: ∀i, jn /∈ {τ1, τ2, ....τn−1}
9: end function

Function StopTime (n)

10: Solve for ψnt ∀t = {1, 2, ..T} as indicated in section 4.1

11: Fix an approximation of nth stopping time τn based on a greedy policy.

12: end function

From an implementation perspective, to compute the inner expectations we do not use inner sam-

pling but we obtain it rather as a closed form analytic expression. We discuss it more in the

numerical experiments section 6.

For n = 1, our method is equivalent to the approach of Desai et al. [11].

13



4.3 Unbiased Upper Bound

The upper bound obtained from solving the marginal dual problem 20 is a biased estimate. This

is due to Jensen’s inequality (see Glasserman [14]) and also follow the discussion in Desai et al.

Hence, an unbiased upper bound is computed by generating a new set of monte carlo paths. Now,

again there are 2 approaches to compute the upper bound Schoenmakers vs. Meinshausen-Hambly.

Chandramouli and Haugh [9] elucidate with a numerical example that the Schoenmakers pure dual

upper bound is superior because there is only a value function approximation whereas Meinshausen

and Hambly has a additional stopping time approximation.

Hence, to computer the unbiased upper bound, we compute the following quantity:

1

S

S∑
i=1

 max
t≤j1....jL≤T

L∑
k=1

αk−tg(x
(i)
jk

)−
jL∑

p=t+1

αp−t∆(Φr(mp))p(x
(i)
p , x

(i)
p−1)

 (21)

which is the sample average approximation (SAA) of the pure dual bound operator 8. On each

sample path, the maximization over L stopping times can be computed by backward induction as

discussed earlier (further details see Schoenmakers et al. [6])

By the Strong Law of Large Numbers (SLLN), this will converge to FtΦr(x) as S →∞.

5 Other Extensions

5.1 Volume Constraints

In practice swing options can often be exercised more than once per time period. It is therefore

necessary to consider more general volume constraints. In recent work Bender [4] extended the dual

characterization of Meinshausen and Hambly [19] to the case where the option could be exercised

at most kt times in period t, but still maintaining the constraint of at most L exercise rights.

Aleksandrov and Hambly [1] then extended the result of Bender to the case where g
(i)
t ≥ g

(i+1)
t

for i = 1, . . . , kt and t = 0, . . . , T where g
(i)
t is the payoff when the option is exercised for the ith

time at time t. That is while Bender assumed that each option exercise at time t had identical

payoffs, Aleksandrov and Hambly allow for the possibility that the ith option payoff at time t is a

non-increasing function of i. We define

Nm
t (τ1, . . . , τm) := #{j : τ j = t}

N̄m
t (τ1, . . . , τm) := #{j : τ j ≤ t}

so that Nm
t (τ1, . . . , τm) is the number of stopping times taking the value t and N̄m

t (τ1, . . . , τm) is

the number of stopping times taking the value at most t. Let CV be the space of vectors in T L that

satisfy the capacity constraints so that

CV := {j(L) = {j1 ≤ j2 ≤ · · · ≤ jL} ∈ T L:NL
u (j1, . . . , jL) ≤ ku for u = 0, 1 . . . , T}.

The marginal dual representations were obtained initially by Bender [4]. Chandramouli and

Haugh [9] present a shorter proof of the same result using ideas from information relaxation. Once,

14



we have the marginal dual value problems, then the pathwise approach of preceding section can

be used to obtain a upper bound on the multiple stopping problem with volume constraints. At a

high level, the only part that changes significantly in the entire algorithm is the step that fixes the

stopping time at every iteration. When computing the stopping time, the greedy policy is allowed

to exercise more than once at particular time slot, hence the policy needs to be designed to execute

in such a way that it does not violate the volume constraints. More details on the policy can be

found in Bender [4].

5.2 Refractive Index

In practice, contracts are often written in such a way that if an option right is exercised at time t

then the holder of the option is forbidden from exercising another right until a further δt time units

have elapsed. In practice these constraints are often referred to as refractive index constraints.

The problems that we considered in earlier sections all have δt = 1 and so they are special cases of

the problem considered here. We now define CR to be the space of vectors in T L that satisfy the

refractive index constraints so that

CR := {j(L) = {j1 ≤ j2 ≤ · · · ≤ jL} ∈ T L:jk+1 − jk ≥ δjk for k =, 1 . . . , L− 1}.

Our model cannot handle multiple stopping problems for the same reasons the Meinshausen and

Hambly approach fails to do so. This is because the proposition 1 regarding the stopping times does

not hold any longer. Hence, we cannot exploit such structural property to develop marginal bounds.

Hence, the only approach to this problem is to develop pure martingale dual bounds. But as we

saw earlier the pure martingale bound gives rise to computational difficulties in our formulation.

Hence, this is a limitation of our approach. For these problems, Longstaff and Schwartz approach

used along with Schoenmaker’s pure dual bounds gives the required bounds.

6 Numerical Experiments

6.1 Model: Geometric Brownian Motion

Assume Black-Scholes framwork and risk neutral asset pricing, the stock price at time t (St) follows

a Geometric Brownian Motion (GBM) given by,

dSt = rStdt+ σStdWt (22)

where r is the risk free interest rate, σ is the volatility and Wt ∼ N(0, 1). The stock price process

is generated by the SDE 22. The model parameters are set to σ = 0.2, r = 0.06 and S0 = 36.

The strike price, K, for each put option was set to 40 and we assumed that each swing option had

T = 1000 exercise opportunities with the number of exercise rights varying from L = 1 to L = 25.

Lower and upper bounds were generated by the pathwise approach described earlier and compared

with the lower bounds computed using a simple generalization of the cross-path regression approach

of Longstaff and Schwartz [18] and Tsitsiklis and Van Roy [24]. Details of this generalization are

given in Meinshausen and Hambly [19]. The benchmark for the upper bounds is the pure martingale

bound of Schoenmakers [22]
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Basis Functions

We use the following 4 basis functions for the computation:

φ1(x) = 1 φ2(x) = x φ3(x) = x2 φ4(x) = x3 (23)

These are the first 4 linear polynomials of x, We discuss the nice property of these basis functions

for Gaussian models like GBM and AR(1) discussed earlier. Recall that the value function ap-

proximations, are the linear combinations of these basis functions. Since the past work of Haugh

and Kogan [15], Andersen and Broadie [2],Meinshausen and Hambly [19], Benders [4] is based on

approximation to the continuation values, the inner expectations were approximated once again by

sampling. Inner Expectations arise in the penalty term in the form (Et(Vt+1)). But in the cur-

rent work, we approximate the value function directly instead of the continuation values. Hence,

it is possible to obtain nice analytic expressions for the inner expectations and avoid sampling.

This way, we would have the exact value rather than close estimated values which should improve

accuracy and speed up the computation drastically.

Etφ1(Xt+1) = 1

Etφ2(Xt+1) = Xt ∗ (1 + αdt)

Etφ3(Xt+1) = X2
t ∗ (1 + αdt)2 + σ2dt

Etφ4(Xt+1) = X3
t ∗ (1 + αdt)3 +X3

t ∗ 3 ∗ (1 + αdt) ∗ σ2dt

(24)

Results

Pathwise approach produces better lower and upper bounds than the benchmark methods. We

see that as the number of exercise rights L increases, the improvement produced by the pathwise

method is not much. This might be due to that the increase in inaccuracies due to the stopping time

approximations. Also, our numerical experiments worked on a very few number of paths (S = 3000)

as compared to the experiments on Desai et al. (They use around 30, 000 sample paths). Hence,

these are just the initial tests of the approach. One needs to experiment with different basis

functions and more number of samples for better estimation. I believe, with increasing number of

monte carlo paths, one might get better bounds consistently even for large values of L. But one

might incur heavy cost of computation i.e. because of the setting of the LP at each step.
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Exercise Rights LS-LB PO-LB PO-UB Schoenmakers (UB)

1 4.40 4.47 4.74 4.85

2 8.81 8.98 9.46 9.81

3 13.20 13.44 14.16 14.66

4 17.61 17.91 18.84 19.47

5 21.94 22.32 23.50 24.21

6 26.32 26.73 28.12 28.91

7 30.69 31.13 32.73 33.56

8 35.00 35.45 37.32 38.17

9 39.27 39.75 41.88 42.75

10 43.59 44.02 46.43 47.30

12 52.05 52.58 55.48 56.25

15 64.77 65.19 68.86 69.42

18 77.24 77.62 81.03 82.27

21 89.67 89.95 94.01 94.80

24 101.98 102.07 106.79 107.03

25 106.03 106.05 111.00 111.02

Table 1: Comparing the Primal/Dual Bounds of Pathwise Approach with Longstaff-Schwartz

(LB)/Schoenmakers(DB)

6.2 Model: Auto Regressive Process

We now present the results of a simple numerical experiment where we compare the performance

of the Meinshausen and Hambly [19] dual bound with the pure martingale dual bound of Schoen-

makers [22]. We consider the problem setup of Meinshausen-Hambly where the underlying security

price follows an AR(1) type model. In particular, the underlying price, St, on day t satisfies

logSt+1 = (1− k) (logSt − µ) + µ + σWt

where Wt ∼ N(0, 1) and the model parameters are set to σ = 0.5, k = 0.9, µ = 0 and S1 = 1.

The strike price, K, for each option was set to zero and we assumed that each swing option had

T = 1000 exercise opportunities with the number of exercise rights varying from L = 1 to L = 10.

Lower bounds can be computed using a simple generalization of the cross-path regression approach

of Longstaff and Schwartz [18] and Tsitsiklis and Van Roy [24]. Details of this generalization are

given in Meinshausen and Hambly [19].

Basis Functions

We use the following 4 basis functions for the computation:

φ1(x) = 1 φ2(x) = x φ3(x) = x2 φ4(x) = x3 (25)

These are the first 4 linear polynomials of x, We discuss the nice property of these basis functions

for Gaussian models like GBM and AR(1) discussed earlier. Recall that the value function ap-

proximations, are the linear combinations of these basis functions. Since the past work of Haugh
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and Kogan [15], Andersen and Broadie [2],Meinshausen and Hambly [19], Benders [4] is based on

approximation to the continuation values, the inner expectations were approximated once again by

sampling. Inner Expectations arise in the penalty term in the form (Et(Vt+1)). But in the cur-

rent work, we approximate the value function directly instead of the continuation values. Hence,

it is possible to obtain nice analytic expressions for the inner expectations and avoid sampling.

This way, we would have the exact value rather than close estimated values which should improve

accuracy and speed up the computation drastically.

Etφ1(Xt+1) = 1

Etφ2(Xt+1) = c1 ∗ exp(0.1 ∗ log(Xt))

Etφ3(Xt+1) = c2 ∗ exp(0.2 ∗ log(Xt))

Etφ4(Xt+1) = c3 ∗ exp(0.3 ∗ log(Xt))

(26)

where c1 = exp{0.52

2 }, c2 = exp{1
2}, c3 = exp{1.52

2 }

Results

For this model, where the underlying security process is auto regressive, pathwise approach produces

lower and upper bounds very close to the existing methods. Existing methods seems to outperform

the pathwise method by a small accuracy. Nevertheless, this approach can be seen as a good

alternative if there are setting in which the existing methods fail to produce good confidence

bounds.

Exercise Rights LS-LB PO-LB PO-UB Schoenmakers (UB)

1 3.27 3.24 3.37 3.27

2 6.10 6.06 6.26 6.13

3 8.71 8.66 8.89 8.74

4 11.15 11.09 11.36 11.19

5 13.46 13.37 13.70 13.50

6 15.66 15.57 15.95 15.71

7 17.77 17.67 18.20 17.83

8 19.80 19.70 20.36 19.87

9 21.80 21.68 22.40 21.88

10 23.72 23.59 24.50 23.85

Table 2: Comparing the Primal/Dual Bounds of Pathwise Approach with Longstaff-Schwartz

(LB)/Schoenmakers(DB)
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7 Theory

We conclude our work with a guarantee on the upper bound generated by the pathwise technique.

Theorem 1 For any policy π = {τ1, τ2, , ...τn−1} and value function V , the bias at time t with n

exercise opportunities remaining Bt(n, V ) of the estimated marginal value denoted by

Bt(n, V ) := Ft∆V
τ,n −∆V ∗,n (27)

is bounded above by

Bπ
0 (n, V ) ≤ Dn−1

π + 2
√

(4D2
V + σ2

k)T (28)

where

DV := sup
m=1,2,..n,x∈S,0≤t≤T

|∆V ∗,mt (x)−∆V m
t (x)| (29)

Dn
π := V ∗,n0 − V π,n

0 (30)

σ2
k := sup

m=1,2,..n,x∈S,0≤t≤T
Et−1

[
(Emt−1 − Et−1[∆V m

t ])2
]

(31)

Proof: Refer to Meinshausen and Hambly [19]

The upper bound on the problem with n exercise rights as obtained by the pathwise optimization

technique, is given by,

F0ΦrPO(x) :=
n∑
i=1

F0Φr
(i)
PO(x) (32)

Theorem 2 Suppose that rPO is an optimal solution of (20). Then,

||F0ΦrPO(x)− V ∗||1 ≤ min
r

n∑
i=1

Bt(i,Φr) (33)

where π is a policy that defines the stopping times. In our method, π is the greedy policy.

Proof:

||F0ΦrPO(x)− V ∗||1 := ||
n∑
i=1

(F0Φr
(i)
PO(x)−∆V ∗,i(x))||1 (34)

≤
n∑
i=1

||(F0Φr
(i)
PO(x)−∆V ∗,i(x))||1 (35)

≤
n∑
i=1

||(F0Φr(i)(x)−∆V ∗,i(x))||1 (36)

:=
n∑
i=1

Bt(i,Φr) (37)

Minimizing over all possible r establishes the theorem
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8 Conclusions

We generalize the pathwise optimization approach of Desai et al. to solve high dimensional multiple

stopping problems. We show that this method outperforms existing methods when the underlying

process is a Geometric Brownian Motion (GBM) and produces close confidence bounds when the

underlying process is Auto Regressive.

Since, the pathwise method works on value function approximations, we can avoid inner sampling

in settings when the inner expectations can be found analytically. But this is not the case in

earlier methods since, they work on continuation value approximations and inner sampling becomes

necessary.

The downside of the pathwise approach is that it solves a lot of LP’s for a given instance of multiple

stopping. Though the state of art solvers (For example, Gurobi which we use here) is extremely fast

in solving the LP, it takes a lot of time to set up these LP’s since one needs to adjust the penalties

and find approximate stopping times between successive computation of marginal bound. This

might make the pathwise method less attractive. Comparatively, the pathwise technique might

need lot more sample paths for accurate estimation than the existing methods.
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