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Abstract

Multicast forwarding in Named Data Networking (NDN) with distance-vector routing presents
a challenge, as current implementations often rely on inefficient broadcast approaches. This
research investigates alternative multicast forwarding strategies to improve network efficiency
in NDN-dv. A custom-built Python simulator was developed to evaluate different strategies,
comparing a baseline flooding approach with a lowest-cost ”greedy” approach. The simulation
results compare the correctness and performance of both methods. While the simulator cur-
rently has some limitations, this work lays the foundation for future testing of the two strategies
outlined or future strategies to be developed.
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caching and delay/disruption-tolerant com-
munications. All the above desired NDN
functions are direct results of NDN’s network
model: a networked system is made of named
entities with various trust relations among
each other, where these named entities can
be devices, servers/services, app instances,
or anything that produces and/or consumes
named packets. Since the names of these
entities are decoupled from their specific at-
tachment points to the network in general,
they can explore any available connectivities
to communicate.

The above picture differs fundamentally from
IP’s view that a network is made of intercon-
nected nodes identified by IP addresses, with
no security relations among IP nodes at the IP
layer. However, NDN’s view on networking
also raises questions that must be answered
before an entity can be effectively deployed in
an NDN network.

NDN Sync protocols are required to synchro-
nize the datasets of multiple users operating
on the same data, such as a collaborative text
editor. State Vector Sync (SVS) is the latest
protocol widely used by NDN in this regard ],
and it requires multicast functionality within
a sync group in order to be scalable.

In this work, we address the challenge of ef-
ficient data delivery in NDN, specifically fo-
cusing on multicast forwarding with distance-
vector routing.  Current multicast imple-
mentation in ndn-dv is essentially broadcast,
which is functional but not scalable. Distance-
vector routing is desirable - much less routing
overhead. NDN'’s stateful forwarding plane al-
lows for better forwarding strategies than IP
distance-vector, more information in the net-
work”!, We explore improved multicast for-
warding strategies within the NDN-dv con-
text. We evaluate different forwarding strate-
gies using a custom-built simulator, compar-
ing a baseline flooding approach with alter-
native methods. This work provides a foun-
dation for developing more efficient multicast
solutions. First, we clarify the differences be-
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tween the goal and process in multicasting
a packet in an IP network and multicasting
a packet in an NDN network. Second, we
create a Python-based simulator for evaluat-
ing NDN-dv multicast forwarding strategies.
Third, we evaluate two alternative forward-
ing strategies (lowest-cost greedy and short-
est path) in comparison to the current strat-
egy of flooding the network. We analyze of
the challenges and trade-offs associated with
distance-vector multicast forwarding in NDN.
Fourth, we discuss future research directions.

2 Multicast Forwarding

2.1 Multicast Forwarding in
TCP/IP Networks

Multicast forwarding in TCP/IP networks
aims to deliver a single data packet to a group
of interested receivers. This is more efficient
than sending individual copies to each re-
ceiver (unicast) or sending the packet to ev-
eryone (broadcast). Several multicast rout-
ing protocols have been developed for IP net-
works, with DVMRP (Distance Vector Multi-
cast Routing Protocol) being an early example
that uses a distance-vector approach.

DVMRP builds source-based trees for multi-
cast forwarding. In essence, for each source
sending a multicast packet, a separate dis-
tribution tree is calculated. Routers using
DVMRP maintain distance information to
other routers, similar to distance-vector uni-
cast routing. However, DVMRP uses this in-
formation to determine the reverse path back
to the source.

When a multicast packet arrives at a DVMRP
router, the router checks if it is on the short-
est path back to the source. If it is, the packet
is forwarded to all interfaces except the one it
arrived on (Reverse Path Forwarding - RPF).
This helps to prevent looping. If a router has
no downstream neighbors that are part of the
multicast group, it sends a prune message to-
wards the source to trim branches of the dis-



tribution tree where there are no receivers.

2.2 NDN forwarding

NDN forwarding operates through the ex-
change of Interest and Data packets. A con-
sumer sends an Interest packet for a specific
named piece of datal'l. Routers forward this
Interest packet towards potential data pro-
ducers. Each router maintains a Pending
Interest Table (PIT) that stores information
about any Interests it has forwarded recently
or is waiting to be forwarded”). When a
router receives an Interest, it checks its Con-
tent Store (cache) for the requested data. If
the data is found, it is returned in a Data
packet. If not, the router forwards the Inter-
est based on its forwarding strategy.

NDN naturally lends itself to multicast, un-
like IP. If multiple consumers request the same
data, the network efficiently serves these re-
quests. Interest packets can be aggregated at
each router. If multiple consumers request the
same data, the router may receive multiple In-
terest packets with the same name. Instead
of forwarding each Interest individually, the
router can record the incoming interfaces in
the PIT and forward only one Interest packet,
dropping any copies of it. When the Data
packet returns, the router uses the PIT in-
formation to forward the Data packet on the
reverse path of the Interest. This aggregation
mechanism helps to reduce network traffic and
improve efficiency, effectively achieving multi-
cast without the complexity of dedicated mul-
ticast protocols such as DVMRP.

2.3 NLSR

NLSR (Named-data Link State Routing) is
the most widely-used routing protocol for
NDN routers?”. It adopts a link-state ap-
proach, where each router maintains a com-
prehensive map of the network topology.
Routers exchange information about their di-
rectly connected neighbors and the links to
them, enabling each router to independently
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calculate the shortest path to any destination.
While NLSR offers efficient unicast and mul-
ticast routing capabilities, it represents a dif-
ferent paradigm compared to distance-vector
routing.

2.4 NDN-dv

Distance-vector routing, as discussed ear-
lier, is a routing protocol where each router
maintains a table of the distances to other
routers in the network through each neigh-
bor. Routers exchange this distance infor-
mation with their neighbors periodically and
whenever the minimum distance to a node
changes. This reduces the amount of net-
work routing traffic compared to link-state,
which sends much more frequent updates. In
traditional TCP /IP networks, distance-vector
routing faces challenges such as the count-
to-infinity problem and slower convergence
compared to link-state routing. These limi-
tations have often made link-state protocols
the preferred choice for IP networks. How-
ever, NDN’s architecture provides a more fa-
vorable environment for distance-vector rout-
ing!!. NDN’s stateful forwarding plane, par-
ticularly the use of the Pending Interest Table
(PIT), allows for enhancements to distance-
vector forwarding that are not possible in
[P. The PIT provides additional information
about pending Interests, which can be lever-
aged to make more informed forwarding deci-
sions and mitigate some of the drawbacks of
distance-vector routing!”.

While ndn-dv does use SVS like NLSR, it is
currently forced to run on a broadcast-like
framework to send Sync Interests to a sync
group, which is inefficient. Our goal is to im-
prove this through better forwarding strate-
gies.

3 Methodology

This section outlines the methodology used to
evaluate different multicast forwarding strate-
gies in NDN-dv. It describes the simulation



environment, the forwarding strategies imple-
mented, and the evaluation metrics employed.

3.1 Simulation Environment

To evaluate the performance of multicast for-
warding strategies, a custom-built simula-
tor was developed using Python. Initial at-
tempts to utilize existing NDN tools such as
miniNDN and direct implementation in the
ndnd library proved unwieldy prior to con-
firming the efficacy of a new forwarding strat-
egy. MiniNDN lacks support for distance-
vector routing, which is essential for this
research. The goal of this research is to
find a better forwarding strategy compared
to ndnd’s current implementation. There-
fore, a new simulator was designed and imple-
mented to provide the necessary functionality
and control for conducting the experiments.

The simulator operates by simulating a chosen
strategy over all nodes. It simplifies the cur-
rent ndn-dv design for a simulation environ-
ment by using all the information in the RIB
as forwarding information rather than a tra-
ditional FIB. The simulator allows for either
hard-coded routing information for smaller
test cases, or use of a Bellman-Ford routing
simulator for larger cases. The simulator mea-
sures the number of interests produced (which
we set up ourselves), interests sent, interests
dropped, and interests received (not dropped)
by each node. It also detects when an interest
makes its way to all nodes, or when by the
end of the routing some group member has
not received it, to ensure correctness as well
as performance.

3.2 Forwarding Strategies

To investigate the effectiveness of different
multicast forwarding strategies, three dis-
tinct forwarding strategies were implemented
within the simulation environment. The first
strategy, flooding (broadcast), serves as the
baseline for comparison. In this approach,
each node, upon receiving an Interest packet,
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forwards it to all neighboring nodes it has not
yet received that same packet from. While
simple to implement, flooding often leads to
significant redundancy and network conges-
tion.

The second strategy, the lowest-cost greedy
approach, aims to reduce the number of trans-
missions by using more of the information in
the RIB. Specifically, a node employing this
strategy forwards an Interest packet only to
the neighboring node that has the lowest-cost
path to a group member. This approach seeks
to minimize the overall cost of reaching all re-
ceivers, with cost defined as the number of
hops. However, it was quickly realized that
this approach does not lead to correct out-
comes, as packets do not reach all group mem-
bers in many situations. Thus, this approach
was dropped.

The third strategy, a modified lowest-cost al-
gorithm, builds on the previous approach by
incorporating additional logic to prevent re-
dundant transmissions and to maintain cor-
rectness. Similar to the lowest-cost greedy
strategy, this method forwards Interests along
lowest-cost paths to group members. How-
ever, instead this strategy forwards to all
neighbors which it has not yet received the in-
terest from, and also lie on a lowest-cost path
to any group member. This approach is the
current focus of the study, and test results up
to this point are promising.

3.3 Evaluation Metrics

The evaluation of each forwarding strategy
was carried out by measuring several key char-
acteristics of the network traffic. These met-
rics provide a quantitative basis for comparing
the efficiency and overhead associated with
each approach. Specifically, the following
metrics were recorded for each node in the
simulation: 1. the number of packets pro-
duced, representing the initial Interests gen-
erated by the node; 2. the number of packets
dropped, indicating Interests that were dis-
carded by the node due to the forwarding



strategy or other factors; 3. the number of
packets kept, representing Interests that were
processed by the node but not forwarded; 4.
the number of packets sent, reflecting the total
number of Interests transmitted by the node
to its neighbors. Additionally, the main mea-
sure of correctness is tracked: whether or not
all group members receive every produced in-
terest.

To assess the overall effectiveness of each for-
warding strategy, the total values for each of
these metrics were aggregated across all nodes
in the simulated network. By comparing these
aggregate values, it is possible to determine
which strategy minimizes network overhead
(e.g., sent packets) while ensuring efficient de-
livery to all intended receivers.

4 Results

4.1 Results

The simulation was conducted across a vari-
ety of network topologies. For each topology,
a set of group members and interest producers
were randomly selected. To ensure a repre-
sentative sample, we chose min(1000, number
of subsets with at least 2 members) combi-
nations of group members in each topology.
This way, smaller test cases are exhaustively
tested, and larger test cases were tested via
a (non-exhaustive) random sample. FEach of
the two forwarding strategies was evaluated
on each combination.

The primary results focus on the aggregate
metrics for each strategy: total packets pro-
duced, total packets dropped, total packets
kept, and total packets sent. Additionally, the
correctness of each strategy was assessed by
verifying whether all group members received
every produced interest.

Across all tested topologies and group mem-
ber combinations, the modified lowest-cost
strategy outperformed the flooding strategy.
Specifically, the modified lowest-cost strategy
achieved the lowest number of total packets
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sent while ensuring that all group members re-
ceived all produced interests. The lowest-cost
greedy strategy, while reducing the number of
sent packets compared to flooding, often failed
to deliver interests to all group members.

The tested topologies include the Geant,
Caida, Sprint, and NDN Testbed topologies,
as well as some smaller topologies specifi-
cally created during the initial testing of the
correctness of the simulator (topol, topo2,
topo3). So far, none of the runs we did on
any topology have yielded an incorrect out-
put. More testing on this end is required with
larger, more varied topologies, so we will focus
on the performance here.

In the following table, one run on each topol-
ogy is detailed. We leave off the number of
interests dropped and received for brevity, as
total sent is a good enough measure. Each
test only has 1 interest produced.

For the flooding strategy:

H Topology Nodes Group Size Interests Sent H

Topol 7 3 8
Caida 10 3 24
Testbed 36 10 94
Geant, 44 7 53
Sprint 51 6 54

For the modified lowest-cost strategy
with the same parameters:

H Topology Interests Sent Improvement H

Topol 5) +3
Caida 14 +10
Testbed 81 +13
Geant 34 +19
Sprint 25 +29

Looking at these results, as the ratio of group
size to total nodes decreases there is more
of an improvement when using the lowest-
cost strategy. This implies that the strat-
egy should be substantially more scalable than
flooding.



Next, we look at the average performance for
one topology-group configuration between the
two strategies. We choose the Sprint topology
(51 nodes) with 7 static group members, then
run using one interest starting at each group
member, and add up the results. (Note: kept
= received and not dropped).

H Strategy Dropped Kept Sent H

Flooding 203 181 384
Lowest-Cost 123 112 235

The lowest-cost strategy is not able to do away
with dropped interests, but it does minimize
them compared to flooding.

Another interesting statistic is that 25 nodes
never received an interest with the flooding
strategy, whereas 34 nodes never received a
single interest with modified lowest-cost. This
highlights the lowest-cost strategy’s ability to
avoid sending to some extraneous nodes en-
tirely compared to flooding, a key considera-
tion in multicast forwarding.

4.2 Analysis

The results demonstrate a clear hierarchy
in the performance of the three forwarding
strategies.

Flooding, while guaranteeing delivery, incurs
the highest overhead due to its indiscriminate
forwarding of Interest packets. This leads to a
large number of redundant transmissions and
significant network congestion.

The lowest-cost greedy approach at-
tempts to reduce overhead by forwarding only
along lowest-cost paths. However, its limited
forwarding scope often results in Interests not
reaching all designated group members, indi-
cating a correctness issue.

The modified lowest-cost strategy
achieves the best balance between overhead
reduction and delivery guarantee. By for-
warding along lowest-cost paths while avoid-
ing redundant transmissions, it minimizes the
number of sent packets while ensuring that all
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group members receive the intended Interests.
The additional logic to prevent redundant
transmissions is crucial for its efficiency.

Note: More testing is required to prove that
the modified lowest-cost strateqy is correct in
all scenarios. Tests up to this point lead us
to be optimistic about the correctness, but we
cannot yet be certain.

The data suggests that utilizing more infor-
mation from the RIB, as done in the mod-
ified lowest-cost strategy, leads to more ef-
ficient multicast forwarding. By considering
the lowest-cost paths and avoiding unneces-
sary retransmissions, this strategy improves
the data dissemination process.

5 Discussion

5.1 Interpretation of Results

The findings of this study highlight the im-
portance of informed forwarding decisions in
multicast routing. Simple flooding, while easy
to implement, is inefficient and does not scale
well. Strategies that consider network topol-
ogy and path costs, such as the modified
lowest-cost strategy, can significantly reduce
network overhead.

The failure of the lowest-cost greedy approach
underscores the need for a balance between
minimizing transmissions and ensuring com-
plete delivery. A strategy that is too restric-
tive in its forwarding may fail to reach all in-
tended receivers.

The success of the modified lowest-cost strat-
egy demonstrates the potential of leverag-
ing information available in NDN’s stateful
forwarding plane to improve multicast effi-
ciency in a distance-vector environment. The
PIT, which stores information about pending
Interests, enables strategies to avoid redun-
dant transmissions and enhance overall per-
formance.



5.2 Comparison of Strategies

As expected, the modified lowest-cost strat-
egy outperformed the other two strategies.
The flooding strategy served as a baseline,
showing the highest overhead. The lowest-
cost greedy strategy demonstrated that while
using RIB information can reduce overhead,
it’s not enough to guarantee correctness. The
modified lowest-cost strategy built upon the
lowest-cost greedy approach to achieve both
reduced overhead and correctness.

5.3 Limitations of the Study

This study has several limitations that should
be considered when interpreting the results.

Topology Selection: The network topolo-
gies used in the simulations were limited in
number and complexity. While they pro-
vided a basis for comparing the forwarding
strategies, they likely do not fully represent
the diverse range of network topologies found
in real-world deployments. A more compre-
hensive evaluation would involve testing on a
larger and more varied set of topologies, in-
cluding much larger randomly generated ones.

Static Network: The simulations assumed
a static network environment with fixed links
and no link failures. In reality, networks are
dynamic, and link failures can occur. The
forwarding strategies’ robustness to such dy-
namic changes was not evaluated in this study.

Routing Algorithm: The simulator uses a
simplification of the actual Bellman-Ford al-
gorithm, although the actual RIB should not
be any different. The interaction between the
forwarding strategies and a dynamic routing
protocol was not explored.

Traffic Patterns: The simulations used a
simplified model of traffic patterns, by simply
iterating over each node using the simulator
and forcing all interests to be forwarded im-
mediately, if available. More complex and re-
alistic traffic scenarios could be used in future
work.
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Number of Group Members: While the
number of group members was varied, the
range of variation and the impact of group size
on the performance of each strategy could be
explored in greater depth.

5.4 Future Work

While the performance increase of the lowest-
cost strategy is substantial compared to the
flooding strategy, more work needs to be done.
Other potential strategies should be looked at,
and more testing of the current strategy is re-
quired. While the current results look opti-
mistic, a formal proof or proof by exhaustive
testing is needed to ensure the correctness of
the lowest-cost strategy in all topologies. The
simulator can be updated as previously out-
lined, and both sparse and dense connection
environments must be tested, as well as larger
topologies since the current testbed is much
smaller than networks would likely be in a
fully-realized NDN world.

6 Conclusion

In this work, we investigated the problem
of efficient multicast forwarding in NDN-dv.
Recognizing the limitations of the current
broadcast-based approach, we explored alter-
native forwarding strategies with the goal of
reducing network overhead while ensuring re-
liable data delivery.

To facilitate this investigation, we developed
a custom simulation environment that allowed
us to evaluate different forwarding strategies
in a controlled setting. Using this simulator,
we compared the performance of three strate-
gies: flooding, lowest-cost greedy, and a mod-
ified lowest-cost approach.

Our results demonstrate that the modified
lowest-cost strategy offers a significant im-
provement over both flooding and the ba-
sic lowest-cost greedy approach. By leverag-
ing information from the RIB and PIT, the
modified strategy effectively minimizes redun-



dant transmissions while, in the testing so far,
guaranteeing delivery to all group members.

While this study provides valuable insights
into multicast forwarding in NDN-dv, it also
highlights several avenues for future research.
These include enhancing the simulator with
dynamic routing capabilities and support for
link failures, exploring a wider range of
network topologies, and investigating more
advanced forwarding strategies that utilize
NDN’s stateful forwarding plane to its fullest.

Overall, this work contributes to a deeper
understanding of the challenges and oppor-
tunities in designing efficient multicast solu-
tions for NDN-dv. The findings suggest that
distance-vector routing, when combined with
NDN’s stateful forwarding capabilities, can be
a viable approach to achieving scalable and ef-
ficient multicast communication.

6.1 Link to code:

https://github.com /brad-lowe /ndn-dv-
multicast
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